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Supervised Learning
Given a labeled dataset (X,Y), we would like to learn a mapping
from data space to label space.

x

ŷ ∈ Z

What animal is this?

Classification

x

ŷ ∈ R

How cold is it?

Regression
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Unsupervised Learning: Clustering

Given an unlabeled dataset (X), we would like to learn: How to
group objects into categories?

X Ŷ ∈ Z

Clustering
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Unsupervised Learning: Anomaly detection

Given an unlabeled dataset (X), we would like to learn: How to
identify observations differing significantly from the majority of
data?

X Ŷ ∈ {0,1}

Anomaly Detection
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Unsupervised learning: Generative Models

Given an unlabeled dataset (X), we would like to learn: How to
generate a new observation from the same distribution (unknown)
of dataset?

X
xnew

Generative model
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Autoencoders
Autoencoders are neural networks whose purpose is twofold:

1 To compress some input data by transforming it from the
input domain to another space, known as the latent space
(code).

2 To take this latent representation and transform it back to the
original space, such that the output is similar to the input.

x

Original

z

Latent Space

x̂

Reconstructed

Encoder Network Decoder Network

The loss function for a given input vector is usually the
reconstruction error:

L(x) = ‖x− x̂‖2
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Autoencoder
An autoencoder is a neural network that is trained to attempt
to copy its input to its output.
The network may be viewed as consisting of two parts: an
encoder function z = f(x) and a decoder that produces a
reconstruction r(x) = g(f(x)).
The composition of f and g is called the reconstruction
function
If an autoencoder succeeds to learn g(f(x)) = x everywhere,
then it is not especially useful (overfitting).
The learning process consists in minimizing the loss function:

L(x, g(f(x))), (1)

where L is a loss function, such as mean squared error.

x

Original

z

Latent Space

x̂

Reconstructed

f g
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Over/Under complete autoencoders

x

RP

z

RK

x̂

RP

f g

Figure: P < K: Overcomplete AE

x

RP

z

RK
x̂

RP

f g

Figure: K < P : Undercomplete AE
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Latent space intuition
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Credits:
https://www.jeremyjordan.me/variational-

autoencoders/
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Type of Autoencoders:

1 Vanilla autoenconder

2 Regularized autoencoder (Sparse)

3 Denoising autoenconder

4 Contractive autoenconder

5 Variational autoenconder
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Vanilla (Standard) Autoencoder

15 / 66



Regularized Autoencoders
A regularized autoencoder is simply an autoencoder whose training
criterion involves a regularity penalty Ω(f) on the code layer f , in
addition to the reconstruction error:

L(x, g(f(x))) + Ω(f) (2)

L1: Ω(f) = λ
∑
||w||

L2: Ω(f) = λ
∑
||w||2

Figure: Regularizers in Keras. Note: Kernel and bias regularizer are not
the same.
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Sparse Autoencoders

Regularization of the representation learned by the Auto-Encoders.

Enforcing most code coefficients to be close to 0 (to be
inactive).

Capturing a more robust representation of the manifold
structure.

Example: L1 sparcity constraint

L(x, g(f(x))) + λ
∑
i

|zi|
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Denoising Autoencoders (DAE)[Vincent et al., 2008]

Idea

Add noise to the inputs to avoid overfitting. The loss is then:

L(x, g(f(x̃))), (3)

where x̃ is a corrupted copy of x by some form of noise.

x

RP
ε

Noise

z

RK

x̂

RP

+ f g

An over-complete autoencoder with high capacity can end up
learning an identity function where input=output. Add noise to
avoid overfitting.
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DAE example

In [Vincent et al., 2008] the noise consists in setting to zero each
pixel with a given probability p. Typical values are 0.3 or 0.5.

19 / 66

Credits:
http://www.opendeep.org/v0.0.5/docs/tutorial-

your-first-model
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Modern Autoencoder

Modern autoencoders have generalized the idea of an encoder
and a decoder beyond deterministic functions to stochastic
mappings pencoder(z|x) and pdecoder(x|z).
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Variational Autoencoder

x

Original

z

Latent

x

Decoding

pθ(z|x) pθ(x|z)

Training via maximum likelihood of p(x)

Intractability: the true posterior density pθ(z|x) cannot be
calculated in polynomial time

Solution: Approximate pθ(z|x) by means of
qθ(z|x) = N (z;µz(x), σz(x))
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Latent space intuition (variational case)
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Credits:
https://www.jeremyjordan.me/variational-

autoencoders/



Variational Autoencoder

x

Original

µz(x), σz(x)

Gaussian Modeling

z

Latent

x

Decoding

qθ(z|x) Sampling pθ(x|z)

Gaussian modeling

Training via maximum likelihood of p(x)

Learning the parameters θ via backpropagation?
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Training via maximum likelihood
Assume we would like to compute the likelihood of an image x
from the training set:

L(x) = log(p(x))

=
∑
z

q(z|x) log(p(x))

=
∑
z

q(z|x) log

(
p(z,x)

p(z|x)

)
=

∑
z

q(z|x) log

(
p(z,x)q(z|x)

q(z|x)p(z|x)

)
=

∑
z

q(z|x) log

(
p(z,x)

q(z|x)

)
+
∑
z

q(z|x) log

(
q(z|x)

p(z|x)

)
=

∑
z

q(z|x) log

(
p(z,x)

q(z|x)

)
+ DKL(q(z|x), p(z|x))︸ ︷︷ ︸

how good is the approximation.

= Llvb(x) +DKL(q(z|x), p(z|x))

≥ Llvb(x) 25 / 66



L(x) ≥ Llvb(x) =
∑
z

q(z|x) log

(
p(z,x)

q(z|x)

)
=

∑
z

q(z|x) log

(
p(x|z)p(z)
q(z|x)

)
=

∑
z

q(z|x) log(p(x|z)) +
∑
z

q(z|x) log

(
p(z)

q(z|x)

)
= Eq(z|x) log(p(x|z))−DKL(q(z|x), p(z))

= Eq(z|x) log(p(x|z))︸ ︷︷ ︸
Expected Reconstruction

− DKL(q(z|x), p(z))︸ ︷︷ ︸
Regularization N (0, 1)

First term implies the use of many realization of sampling
process (in practice we only have a few of samples per
training example!)

Second term is simply a formula for diagonal multivariate
Gaussian distribution.

26 / 66



Reparametrization trick
Backpropagation is not possible through random sampling!

x

θ = [µ,Σ] z ∼ q(z|θ,x) f

Figure: Original Formulation

x

θ = [µ,Σ]

ε ∼ p(ε)

z = g(θ,x, ε) f

Figure: Reparametrization trick. Backpropagation
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Dimensionality Reduction by AE

Figure: Left: AE, Center: Only KL in VAC, Right: VAE
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Credits:
https://towardsdatascience.com/intuitively-

understanding-variational-autoencoders
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Applications of autoencoders

Data denoising

Dimensionality Reduction

Database understanding

Unsupervised pre-training

Generative models
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Example: latent space for MNIST
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Which face is real?

Generator available online from
http://www.whichfaceisreal.com/, based on StyleGAN by
Tero Karras, Samuli Laine, and Timo Aila from NVIDIA.
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Unsupervised learning: Generative Models

Given an unlabeled dataset (X), we would like to learn: How to
generate a new observations from the same distribution (unknown)
of dataset?

X
xnew

Generative model
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Generative Adversarial Networks (GANs)
[Goodfellow et al., 2014]

ε

Noise

Generator

G(z)

x̂

Fake data

Real data x

RP

Discriminator

D(x)

1 real
0 fake

P
real (x)

z Pz(z)

“The coolest idea in machine learning in the last 20 years” - Yann
LeCun.
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Generative Adversarial Networks (GANs)

We require that the discriminator D recognizes examples from the
Preal(x) distribution,

Ex∼Preal(x)[logD(x)] Decision over Real Data

where E denotes the expectation. This term comes from the “1”
class of the log-loss function.
Additionally, we would like to trick the discriminator via a good
generator G. Thus, the term comes from “0” class of the log-loss
function:

Ez∼Pz(z)[log(1−D(G(z)))] Decision over Fake Data
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Generative Adversarial Networks (GANs)
Questions: Optimal Discriminator? Optimal Generator? We define:

V (G,D) := Ex∼Preal(x)[logD(x)] + Ez∼Pz(z)[log(1−D(G(z)))]

What should be an optimal discriminator?

D∗ = arg max
D

V (G,D)

Now, given this optimal discriminator D∗, what should be an
optimal generator?

G∗ = arg min
G

V (G,D∗)

This is called the minimax formulation, since the generator and
discriminator are playing a zero-sum game against each other:

min
G

max
D

V (D,G) (4)
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Global Optimal on Generative Adversarial Networks
(GANs)

V (G,D) = Ex∼Preal(x)[logD(x)] + Ex∼Pg(x)
[log(1−D(x))]

=

∫
x
Preal(x) logD(x) + Pg(x) log(1−D(x))dx

We are interested in computing V (G∗, D∗) =

2 log(1/2)
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Training GANs: Training the Discriminator:

ε

Noise

Generator

G(z)

x̂

Fake data

Real data x

RP

Discriminator

D(x)

1 real
0 fake

P
real (x)

z Pz(z)

Figure: Only Discriminator should be updated
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Training GANs: Training the Generator

ε

Noise

Generator

G(z)

x̂

Fake data

Real data x

RP

Discriminator

D(x)

1 real
0 fake

P
real (x)

z Pz(z)

Figure: Discriminator should be set to ”non-trainable” weights

40 / 66



How to Train a GAN?

Bad news: GANs are hard to train. Tips and tricks to make
GANs work https://github.com/soumith/ganhacks

Use others loss functions.

Avoid Sparse Gradients: ReLU, MaxPool

Use Deep Convolutional Generative Adversarial Networks
when you can. It works!

Use SGD for discriminator and ADAM for generator

Use Dropouts in G in both train and test phase

...

“In theory, there is no difference between theory and practice. In
practice, there is.”
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High-resolution GANs

Progressive Growing of GANs for Improved Quality, Stability, and
Variation [Karras et al., 2017]
https://www.youtube.com/watch?v=G06dEcZ-QTg
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https://www.youtube.com/watch?v=G06dEcZ-QTg


Applications of GANs: Earn money!

23-25 Oct, 2018: Auction house ”Christies” sold a portrait for
432,000 dollars that had been generated by a GANs
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GANs to improve simulations

zsim

Simulation

Generator

G(z)

x̂

Improved data

Real data x

RP

Discriminator

D(x)

1 real
0 fake

P
real (x)

z Pz(z)

Figure: In this case, Generator is called Refiner
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Application: Refine simulations

Figure: Learning from Simulated and Unsupervised Images through
Adversarial Training [Shrivastava et al., 2017]
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Conditional Generative Adversarial Networks (cGANs)

ε

Noise

y

Label

Generator

G(z/y)

x̂

Fake data

Real data x

RP

Discriminator

D(x)

1 real
0 fake

P
real (x)

z

y
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Example: cGANs

Figure: Face aging with conditional generative adversarial networks

[Antipov et al., 2017]
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GANs for Pix2Pix

yi Generator

G(y)

ŷi

Translated data

xi

Discriminator

D(x)

1 real
0 fake

P
1 (x)

y

Figure: Training data are pairs of image: (xi,yi) for i ∈ 1, . . . , N . In this
case, Generator is called Translator

Note: the discriminator takes as input both images, (xi, yi).
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Pix2Pix transformation

Figure: Example of Pix2Pix, a.k.a. image-to-image translation,
[Isola et al., 2017]
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Target Domain Transformation

Figure: Left: Image to Image translation, Right: Source to Target domain
transform
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Cycle-Consistent Adversarial Networks

We have to train two GANs for Pix2Pix transform:

First: GAN to translate data from domain one X1 to domain
two represented by X2, denoted by V (G1, D1,X1,X2)

Second: GAN to translate data from domain one X2 to
domain two represented by X1, denoted by
V (G2, D2,X2,X1)

Include: a Cycle consistency loss Vcyc to force that the
composition of two Generators to reconstruct input image,
i.e G1(G2(X2)) ≈ X2 and G2(G1(X1)) ≈ X1

In general the full objective is:

L(G1, G2, D1, D2) = V (G1, D1,X1,X2) + V (G2, D2,X2,X1)

+λVcyc(G1, G2)
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Cycle-Consistent Adversarial Networks

Figure: Unpaired image-to-image translation [Zhu et al., 2017]
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Conclusion on GANs

One of the most active research subdomains in deep learning

Many GAN variants have been proposed in the literature
during the last few years

Generated images (as well as other types of data) are already
very realistic
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Adversarial Examples [Goodfellow et al., 2015]

Given a ML model f(·) and a small perturbation δ, we call
xadv an adversarial example if there exists x, an example
drawn from the benign data distribution, such that
f(x) 6= f(xadv) and ||x− xadv|| ≤ δ.

An human user would still visually consider the adversarial
input xadv similar to or the same as the benign input x

Usually, we are interested in adversarials for benign samples x,
i.e., samples where the model gives a correct prediction.
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+ =

Figure: x + ε = xadv

Figure: VGG19 Prediction for: x and xadv
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Gradient based Methods

Fast Gradient Sign Method [Goodfellow et al., 2015] Their
perturbation can be expressed as

η = ε · sign(∇xL(x, ytrue)) (5)

where ε is the magnitude of the perturbation. The generated
adversarial example xadv is calculated as xadv = x + η.
This perturbation can be computed by using back-propagation.

Adversarial examples as data augmentation

To avoid overfitting and obtain more robust model: Adversarial
Training = Data Augmentation with adversarial examples
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Universal adversarial perturbation
[Moosavi-Dezfooli et al., 2017]
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Black box Attacks [Akhtar and Mian, 2018]
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Segmentation and localization attacks[Xie et al., 2017]
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Interest of adversarial attacks

Improve our understanding of deep learning

Build defenses against these attacks

Improve the robustness of the models
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